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Introduction 
For years now, organizations have been working to leverage machine data for a variety of uses that 
include lowering costs, aiding research and development, enhancing information security, and 
improving operations and customer experience. But making sense out of the vast pool of machine-
generated data is a challenge. Fortunately, solutions are available to help. 

Splunk has emerged as one of the top solutions for helping organizations index and utilize machine 
data. In fact, for the last six consecutive years, Gartner has listed Splunk among the top solutions in its 
Security Information and Event Management (SIEM) Magic Quadrant.1 

As data volume is increasing, and because decisions are being made based on this data, retention 
periods are getting longer. As a result, organizations are looking for more cost-effective storage 
solutions to manage their growing Splunk data stores. To address this, Splunk introduced a feature 
called SmartStore, which offers enhanced storage management functionality. 

SmartStore allows moving warm data buckets to S3-compatible object stores. Moving the data from 
expensive indexer storage achieves the following benefits. 

• Decouples storage and compute layers 
• Elastically scale compute on-demand for search and indexing workloads 
• Grow storage independently to accommodate retention requirements 
• Cost savings with more flexible storage options 

 

Cloudian HyperStore, a multi-tenant distributed storage platform that is 100% compatible with 
Amazon Web Services (AWS) S3 storage protocol, is an ideal storage target with SmartStore. 
HyperStore can scale to hundreds of nodes, across different datacenters (DCs), contained in a single 
region. It can also scale to many DCs in many different regions. In addition, Hyperstore works 
seamlessly with Google Cloud Platform as well as Microsoft Azure and Amazon AWS and can access 
the data using the native format. 

Splunk SmartStore and Cloudian HyperStore together let you decouple the compute and storage layers, so 
you can independently scale those resources to best serve workload demands.  

Cloudian Hyperstore And Splunk Smartstore Benefits 
• Independently scale compute and storage resources 
• On-prem data lake with exabyte scalability 
• Modular design for non-disruptive storage growth 
• Built-in data protection; up to 14 nines data durability 
• 60% TCO savings vs indexer-based storage 
• Public cloud compatible; integrates seamlessly with AWS, GCP, and Azure 
• Hybrid cloud-ready for DR 
• Faster recovery from indexer node failure  
• Simplified indexer updates; new cluster can inherit data from the original  
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Here are some best practices to consider when configuring Cloudian HyperStore as the target for Splunk 
SmartStore. These if followed correctly will ensure a well configured system that gives you the benefits of 
modernizing your Splunk architecture with Cloudian HyperStore  

Provisioning 
Network 
An appropriately sized and provisioned network is essential to the proper functioning of a SmartStore – 
Cloudian solution. A SmartStore-enabled index minimizes its use of expensive local storage, with the bulk of 
its data residing remotely on economic HyperStore. As data transitions from hot buckets to warm buckets, 
the Splunk indexer uploads a copy of the warm bucket to Cloudian Hyperstore and retains the bucket locally 
in the SmartStore cache on the indexer until it is evicted to make space for active datasets. HyperStore 
becomes the location for master copies of warm buckets, while the indexer’s local storage is used for hot 
buckets and cache copies of warm buckets which contain recently rolled over data, data currently 
participating in a search or highly likely to participate in a future search. Searching for older datasets that 
are now remote therefore results in a fetch of the master copy from the HyperStore over the network. 
 
For correct operations, the recommended deployment is Hyperstore nodes with network interface, larger 
than the network interfaces on the Splunk Indexers.  
 
 

 
 
 
  
 
 
  

Recommendation: Network interface on the Cloudian side should be larger than the 
network interface card on the Splunk indexer 
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A typical Splunk deployment will consist of a cluster of Indexers connected via 10Gb interface. In such a 
scenario, recommend Cloudian network connection is 25Gb(or larger). This allows for a greater ratio of 
Indexers to Hyperstore nodes. As an example, the Hyperstore HSX model has 1.6PB raw of capacity, and the 
ratio of Indexers to Hyperstore nodes will be a many to one relationship. Indexes can scale without the need 
to scale the Hyperstore nodes. 
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Tuning  
Splunk 
Based on the version of Splunk there are different configurations that can be made to SmartStore. 
Recommendations below are for Splunk Version 7.x. 
 

1. Ingest to buckets often come at a rate that does not present much network traffic. The Network 
traffic between indexers and HyperStore will be bursty as operations are done one bucket at a time. 
With multiple Indexers uploading as they move buckets from Hot to Warm there will be spikes 
throughout the day but no sustained throughput. The number of upload threads for SmartStore are 
configurable and can impact performance. The value translates to the number of remote SmartStore 
buckets an individual Splunk Indexer can upload in parallel.  

 
The default value is 8. This value normally should not need to be changed.  
 

 
 

 
2. The number of download threads for SmartStore can also be modified. The value translates to the 

number of remote SmartStore buckets an individual Splunk Indexer can download in parallel while 
executing a search. The default value is 8. This is a value that may be tuned, often depending on the 
CPU horsepower of the Splunk Indexers with higher powered Indexer hardware able to download 
more buckets in parallel and get better search performance. Cloudian has tested up to 24 threads 
without issue. This value can be increased based on the individual Splunk Indexers ability to handle 
searches. 

 
 

 

 
 
 

3. Bucket sizes is another configurable parameter in SmartStore. The default value for Splunk buckets is 
750MB. A larger bucket size setting will limit the number of bucket upload/download operations 
with SmartStore. This will also allow for larger prefetch with CacheManager. You can set larger 
bucket sizes by setting this parameter to Auto_high which sets the bucket size to 10GB, which is the 
largest supported. On systems with high ingest it is recommended to move to Auto_high. 

 
 
  

Recommendation: server.conf : max_concurrent_uploads = 8     (default) 

Recommendation: server.conf : max_concurrent_downloads = 18 

Recommendation: For high ingest bucket size set to Auto_high 
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Cloudian 
Cloudian tuning recommendations are geared to ensuring optimal Cloudian HyperStore operations in the 
Splunk SmartStore environment. 
  

1. Storage policies: 
Cloudian supports Replication Factor(RF) and Erasure Coding(EC) data protection schemes. Either of 
these data protection schemes can be used in conjunction with Splunk SmartStore. For either RF or 
EC, it is recommended to use Quorum consistency setting.  
 
 
 
This allows for a majority of the data to be written to disk and an acknowledgment to be sent when 
quorum is met. Result is the enhanced performance in distributed environments, with eventual 
consistency. 

 
2. Link aggregation option: 

If LACP Bonding is used, it is recommended that the bond include the following to allow for 
maximum transmission throughput. 
 
 
 

 
 
 
 
 
 

3. Link MTU: 
MTU size can have a direct impact on the performance of the solution. Cloudian recommends 
1500MTU. Cloudian HyperStore can achieve line speed with this setting. 

 
 
 
 
  

Recommendation: Quorum consistency 

Recommendation: LACP config 

Add to ifcfg-bondX 
Option = BONDING_OPTS 
Value   = xmit_hash_policy=layer2+3 
Example = BONDING_OPTS="mode=4 miimon=100 
xmit_hash_policy=layer2+3" 

 

 

Recommendation: 1500MTU 
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Sizing  
Cloudian 
To determine the amount of storage required on a Cloudian Hyperstore you need to answer 2 questions. 
 a.  Ingest rate per day. 
 b.  Retention period of data. 
 
The following is a chart with examples of sizing based on ingest rate and retention period. 
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Cache   
Splunk recommends cache sizing to be large enough to handle 30 days of ingest.  This limits the need to 
download data that is older and less frequently searched. 
 a.  Most searches are required to go back 24 hours. 
 b.  Almost all searches stay within 1 week. 
 
 
 
When Cache is sized properly in alignment with time based on frequent searches, there will be no change in 
search times. Once searches are offloaded to SmartStore there is a decrease in performance, this should be 
taken into account when doing Cache sizing. 
 
 
Parameters to consider while sizing SmartStore cache. 

• Daily Ingestion Rate (I)  
• Search time span for majority of your searches  
• Cache Retention (C) = 1 day / 10 days/ 30 days or more  
• Available disk space (D) on your indexers (assuming homogeneous disk space)  
• Replication Factor (R) =2  
• Min required cache size: [I*R + (C-1)*I]  
• Min required indexers = Min required cache size / D  
• Also factor in ingestion throughput requirements (~300GB/day/indexer) to determine the number of 

indexers  
 

Based on the above parameters, the table below gives a framework on how to get the recommended 
SmartStore cache sizing. 

 

 

 
  

Recommendation: Cache should be sized to handle at least 30 days of ingest 
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SmartStore Migrations 
Migrating existing Splunk indexes to SmartStore is a one-time occurrence. It is also an intensive activity with 
no undo button. To ensure a smooth and disruption free migration onto SmartStore, following 
recommendations should be followed. 
 
 
 
  
 
 
 
 
 
 
 
 
 
 
 
 
Note - SmartStore migrations are a one-way action. In Production environments it best to take a limited 
approach in validating each migration is successful and complete before moving on. 
 
 

When Not to Use SmartStore 
SmartsStore is not always the right Splunk architecture choice. Especially if the requirement is frequent full 
searches across all data frequently within a tight time frame, SmartStore is not the right solution.   

• Splunk SmartStore is a way to manage large amounts of data without having to use Cold buckets. 
SmartStore is not meant to be an extension of the highspeed local disks, but rather an economical 
trade off to long term stable storage. This should be taken into consideration before migrating any 
Index to SmartStore. 

  

Recommendation for SmartStore Migration:  
a.  Setup SmartStore target S3 bucket on Hyperstore. 
b.  Upload a file to the S3 bucket via CMC or S3 client. 
c.  Set up the Volumes on Splunk Indexers without setting RemotePath for Indexes. 
d.  Push the changes with the new Splunk Volume to the Splunk Index cluster. 
e.  Use the Splunk RFS command to validate each Indexer is able to connect to the volume. 
  /opt/splunk/bin/splunk cmd splunkd rfs -- ls --starts-with volume:NewVolume 
f.  Once all Indexers report back connectivity Migrations can begin. 
g.  Set RemotePath for one Index at a time. This allows for the ability to manage Index 
migrations more easily. This also limits the work of each indexer as it tries to move all Warm 
buckets for every index at once. 
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Conclusion 
This guide detailed the best practices for the smooth deployment and operation of Cloudian HyperStore 
when used as a target to Splunk SmartStore. For information regarding how to deploy the solution please refer to 
Splunk SmartStore with Cloudian HyperStore deployment and tuning guide. For the business benefits of using Cloudian 
HyperStore with Splunk Smartstore please refer to the Cloudian HyperStore with Splunk SmartStore TCO paper. 
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