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Background Information  
Every organization needs an efficient backup and disaster recovery plan to effectively protect their 
data in physical and virtualized environments. Common requirements from organizations require 
storage solutions that embrace today’s most commonly used tools and practices as well as having 
multiple data protection levels. In addition, the market is driving the need for storage and backup 
solutions to support multiple data centers or regions for disaster recovery. 

Cloudian® HyperStore® is a multi-tenant distributed storage platform that is 100% compatible with 
Amazon Web Services (AWS) S3 storage protocol. The HyperStore platform can scale to hundreds 
of nodes, across different datacenters (DCs), contained in a single region. Cloudian HyperStore can 
also scale to many DCs in many different regions. In addition, Cloudian Hyperstore works 
seamlessly with Google Cloud Platform as well as Microsoft Azure and Amazon AWS and can 
access the data using the native format. 

Veeam® Backup & Replication™(VBR) is an enterprise level data protection solution, built from the 
ground up on a single software platform and unified code base. It delivers availability for ALL 
workloads — virtual, physical, and cloud, from a single management console, extending Veeam’s 
leadership position from being the best for VMware vSphere and Microsoft Hyper-V to #1 availability 
for any app, any data on any cloud. VBR allows customers to leave legacy backup forever and 
brings backup and replication together into a single software solution. 

The HyperStore platform can scale to support hundreds of petabytes of storage in a single instance. 
Along with VBR, HyperStore provides a range of configurable data protection and data archival 
options. This flexibility allows Veeam and Cloudian to provide a deterministic SLA for restoring or 
retrieving your data in the best way to meet organizational business needs. The speed and flexibility 
that Veeam and Cloudian provides allows organizations to meet predictable RTO and RPO 
business requirements, provide long term retention, and scale easily to meet storage demand as 
needed. 

To protect data from ransomware attacks, Cloudian HyperStore and Veeam Availability Suite V10 
support Object Lock. This permits backup data copies to be made unchangeable for a set period of 
time, which prevents hacker encryption or deletion and ensures a clean data copy for reliable 
recovery. The resulting security is comparable to offline storage.  
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CLOUDIAN HYPERSTORE AND VEEAM BENEFITS 
• Enterprise level backup, restore, replication and archive solution, simplifies data 

management and availability choices that scales easily to meet ever increasing storage 
demands 

• Reduced total cost of ownership (TCO) which continues to improve as the 
solution scales, yielding even greater operational efficiency 

• Flexible policy-based data protection options on a per-bucket basis 
• Agility and performance with HyperStore S3 scale-out architecture  
• Image-level VM backups: Create application-consistent backups with advanced 

application-aware processing 
• AWS s3 Object-Lock support to provide immutable backup copies on object Storage to 

protect against Ransomware attacks 
• Enables Scale-out Backup Repository™: Create a single virtual pool of backup storage to 

which backups can be assigned, offering the freedom to easily extend backup storage 
capacity to HyperStore as an on-premise S3 capacity tier for archive data.  

(1) Completely on-premise private cloud integrated data protection and replication 
(2) HyperStore’s market leading on-premise Amazon Simple Storage Service (S3) API-

compatible, geographically federated, object storage platform 
 

When combined with the Cloudian HyperStore S3 object storage platform, Veeam administrators 
can deliver a data protection, archive and replication platform that automatically distributes data 
across multiple geographical locations instantly - allowing backup and replication data to be 
available for both local and remote site access for disaster recovery scenarios all managed from a 
single pane of glass. 

 

Executive Summary 
This guide is written for the experienced data protection professional and will detail the 
implementation procedure to deploy an environment with Veeam v10 (and higher) and Cloudian 
HyperStore Object Storage to support immutable copies of backup data storage on secure Cloudian 
Object Storage.  

 

Solution Overview 
Veeam Backup & Replication (VBR) Cloud Edition uses Cloudian HyperStore as an on-premise 
capacity tier via the S3 storage protocol using a scale-out repository. A scale-out backup repository 
(SOBR) contains both a primary backup repository as a performance tier and S3 object storage. The 
capacity tier is simply an extension of the primary repository used for longer data retention periods 
and/or to store immutable backup copies. Veeam Backup & Replication provides a policy-based 
engine that moves or copies the backup data from the performance tier to an S3 object storage 
target, such as Cloudian HyperStore.  The backup meta-data is kept locally in the performance tier 
for intelligent search and browse capability.  Cloudian HyperStore provides the ability to easily scale 
your archive storage capacity, performance and data durability options on-demand.  Below is an 
illustration of a typical on-site Veeam Backup & Replication SOBR environment. 

Veeam v10 introduced a few new features for leveraging S3 object storage for then just a repository 
for long retention periods.  Veeam v10 now supports “Copy Mode” for the capacity tier of a SOBR 
which means that active chains can now be stored on the capacity tier.  This also means the data 
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recovery and instant recovery can now be done directly from the capacity tier of a SOBR eliminating 
the requirement to re-inflate the backup data to the performance tier before a recovery operation 
can be performed. 

In addition, one of the key features that was introduced with v10 R is the support of AWS s3 Object 
Lock api which provides the ability to create immutable copies of backups on s3 compatible Object 
Storage that also support this feature. Cloudian HyperStore 7.2 is the only on-prem S3 Compatible 
Object Storage to support this feature at launch.   

 

 

 

Figure 1.  Veeam Backup & Replication On site with local backup repository 

 

A Veeam Backup & Replication deployment typically consists of a single backup server, one or 
more backup proxies, one or more local or shared backup repositories and one or more source 
VMware vSphere or HyperV hosts with associated datastores that store virtual machines (VMs).     

The Veeam Backup Server is responsible for defining and coordinating all activities in the backup 
domain.  Backup proxy co-ordinates the data movement between the data sources, such as 
VMware, the backup repository and any object storage archive targets within a SOBR.  

All backup infrastructure components engaged in the backup request make up a data pipe. Veeam 
treats VMs and other backup data as objects, not as a set of files. When backing up VMs, Veeam 
Backup & Replication copies a VM image as a whole, at a block level. Image-level backups can be 
used for different types of restore, including Instant VM Recovery, entire VM restore, VM file 
recovery, file-level recovery, and so on. A SOBR extends a performance tier, which is usually 
backups stored on local storage, to an S3 object storage pool. A SOBR policy is used to determine 
retention time in the performance tier before data is moved or copied to the object store for archival 
and or immutability. Veeam V10 now supports the ability to make copies of the backup data on the 
performance tier to the capacity in its SOBR policies. This provides the ability to create immutable 
copies of the backup data to an S3 compatible Object Storage target such Cloudian HyperStore 7.2.  
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Figure 2.  Veeam Backup & Replication Backup Immutability Workflow 

This guide will document the procedure to enable the WORM capability on Cloudian HyperStore 7.2 
and integrate with Veeam Backup & Replication (VBR) to provide immutable backups. For this 
documentation, it is assumed that Cloudian HyperStore 7.2 (or higher) and VBR version 10(or 
higher) have already been deployed in the environment  
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Prerequisites 
Support of the AWS S3 Object Lock api was introduced in Version 10 of VBR and version 7.2 of 
Cloudian Hyperstore. An immutable backup requires VBR V10 or higher and Version 7.2 or higher 
for Cloudian HyperStore  

In addition, Cloudian requires the option WORM license in order to enable Object Locking capability, 
so you need to get this license for the Cloudian Hyperstore Cluster. 

Configuring Cloudian Hyperstore For Immutability 
By default, Cloudian Hyperstore is not deployed with the security features required enabled for S3 
Object Locking to be effective. The Cloudian storage administration will require to perform the 
procedure highlighted below in order to enable secure deployment of the Cloudian Hyperstore which 
is required to support immutability.  

Here is the summary for the procedure to configure Cloudian HyperStore with WORM capability and 
make it ready for integration with Veeam Backup and Replication.  We will go through these steps in 
detail below.  

● Apply the WORM license 
● Enable secure HTTP for the S3 service 
● Enable the Secure Shell on all the HyperStore nodes 
● Disable root password on the HyperStore nodes 
● Create a group and a user to be used for Veeam integration 
● Create a s3 bucket with Object Lock capability enabled 

 

Enabling Object Lock 
To enable Object Lock, do the following steps. 

1.       Apply a license file that supports the Object Lock feature from the Cluster Information 
page in the CMC. First click on Choose File. 

a.       Select an Object Lock enabled license file from the directory and file list that is displayed. 
b.         Once selected and uploaded, click on Update License. After a few minutes, the 
Object Lock License will show “Enabled”. A manual refresh of the browser may be 
required. 

 
2. Enable secure HTTP in order to facilitate communication with Veeam.  Veeam Backup and 
replication uses HTTPS to communicate to S3 Compatible Object Storage.  Veeam will support the 
use of a self-signed certificate.  For details see section 4.3.5.1, Managing HTTPS and Certificate 
Keystores for HyperStore Services in the 7.2 administrator’s guide.   

a.      Log into the Puppet Master node as the root user. 
b. Run the CloudianInstall script from the /opt/cloudian-staging/7.2/  directory to start the 

Cloudian HyperStore 7.2 Installation/Configuration script. 
 
[root@hst72]# ./cloudianInstall.sh 

c.   From the menu, select 4, Advanced Configuration Options 
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d. Select e, Configure SSL for S3 

 
e. Select a, Generate keystore for S3, review the information (leave defaults is fine), 
hit “enter” to select yes. 

 
  f.  Select b, Enable/Disable HTTPS for S3, type “yes” at the next screen and hit 
“enter”. 
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g. Select x to go back to the main menu, select 2, Cluster Management 

 
h.  In order to do a puppet push select b, Push Configurations Settings to Cluster 

 
i. Once done, we will go and restart the S3 service on the nodes. Select c, Manage 
Services 
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j. Select 5, S3 service. Type “restart” and hit “enter”.  
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k. Once completed, you can exit out of the Cloudian HyperStore 7.2 
Installation/Configuration script.  

 
3.       Enable the HSH and disable the root account password. What follows is a brief example 
using the default admin user. In practice, other user accounts will be used. For details see section 
4.3.1.2, Enabling the HSH and Managing HSH Users in the 7.2 administrator's guide. 

a.       Log into the Puppet Master node as the root user. 
b.       Check to confirm that the HSH is currently disabled. The command that will be 
used is hsctl, a new node management tool that remains mostly behind the scenes in 
HyperStore 
7.2 but will be more prominent in future releases. 

[root@hst72]# hsctl config get hsh.enabled 

False 

c.       Set hsh.enabled to true. 

[root@hst72]# hsctl config set hsh.enabled=true 

d.       Push the configuration change out to the cluster. 

[root@hst72]# hsctl config apply hsh 

e.       Confirm that HSH is now enabled. 

[root@hst72]# hsctl config get hsh.enabled 

True 

4.       HSH is now enabled in your system, but no users are yet able to log into it. To provision the 
default admin user (and others) for HSH do the following steps: 

a.       After installing or upgrading to HyperStore 7.2, log into the CMC as the "admin" user 
b.       Change the "admin" user's password. This password change causes the system 
to create a corresponding HSH user. 
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5.       Once an HSH user has been created, that user can use SSH to log into any 
HyperStore node. Upon login, the user's shell will be the HyperStore shell. The prompt will 
appear as follows: 
6.       For the default admin user, the prompt will appear as follows: 

sa_admin@hyperstore1$ 

7.       You can confirm that you are in the HyperStore shell by typing help: 

sa_admin@hyperstore1$ help 
 

Disabling Root User Password 
To disable root password access to all HyperStore nodes: 

1.       As root, log into the Puppet Master node and then change into the staging 
directory (/opt/cloudian- staging/7.2). 
2.       Launch the HyperStore installer. 

./cloudianInstall.sh 

3.       In the installer main menu enter 4 for "Advanced Configuration Options", then 
at the next menu enter m for "Disable the root password"). 

 

 
  

4.       Follow the prompts to disable the root password. 

After exiting the installer, log out from the node. Then try to log back in as root, using the root 
password -- the login attempt should fail. Then log in as sa_admin or another HSH user, with that 
user's password. The login should succeed, and you should be in the HyperStore shell. 
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Create A Group and A User for Veeam On Cloudian Hyperstore 
In order for VEEAM to communicate with the Cloudian Hyperstore Cluster, you need to create a 
user on the Cloudian system.  The Access key and the Secret Access Key for this user will be used 
to create the various buckets and to configure the Object Storage Repository in the Veeam Backup 
and Replication UI later. 

1. Login to the CMC with the Admin account and go to “Users and Groups -> Manage 
Groups -> + New Group”.  Enter a group name and a description and click “Save”

 
2. Now click on “Manage Users -> + NEW USER”, enter a user name, and select the 

group you just cretade for the “Group Name”, enter a password for the user and 
click “Save”.

 
3. Your Veeam user is now created.  You can find the security credentials (Access 

Key ID  and Secret Key for this user here by clicking on “Manager Users -> select 
the group under Group Name and clicking the “SEARCH” button.  The user you 
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created will be listed, Click on Security “Credentials”.

 
4. Access key ID is Display and Secret Key will be displayed when clicking on “View 

Secret Key”.
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Deploy and Configure the AWS CLI On A Workstation 
The ability to create an “Object Lock Enabled” bucket on the Cloudian HyperStore via the Cloudian 
Management Console (CMC) has not been made available yet in Cloudian HyperStore version 7.2.  
We will need to use the AWS CLI to achieve this.  Following the steps described here 
(https://docs.aws.amazon.com/cli/latest/userguide/install-cliv2.html) to download and Install the 
AWS CLI depending on the workstation you are using.  

Once you have installed the AWS CLI, you now need to configure it to be able to connect to a 
HyperStore user account. To do so, enter the following from your command prompt: 

$ aws configure 

Through aws configure, the AWS CLI will prompt you for 4 pieces of information. The S3 
HyperStore user account access key ID and secret access key serve as the account credentials. 
The other information that is needed is the region name and output format (leave blank).  

 

$ aws configure 

AWS Access Key ID [****************0065]: 

AWS Secret Access Key [****************rmAG]: 

Default region name []: 

Default output format []: 

  
The S3 access key ID and AWS secret access key are both used to authenticate the Cloudian 
HyperStore account. This authorizes the HyperStore user to carry out specific tasks and functions 
as defined by the permissions level. The access key ID is made up of 20 random uppercase 
alphanumeric characters, such as the one displayed within the CMC. The secret access key is 
made up of 40 random upper and lowercase alphanumeric and non-alphanumeric characters. 
This key can also be accessed via the CMC 

 

Creating an Object Lock Enabled Bucket 
Once configured, the AWS CLI can be used to access HyperStore and create new buckets with 
Object Lock enabled using the S3 API command set. The example that follows shows a few of 
many commands that can be used to manage buckets and objects. A good introduction to using 
the S3 API with the AWS CLI can be found here: 
https://docs.aws.amazon.com/cli/latest/userguide/cli-services-s3- apicommands.html. For a 
complete reference see: https://docs.aws.amazon.com/cli/latest/reference/s3api/ 

1.       First test that the AWS CLI is set up properly by listing existing buckets (if 
any buckets exist) for the user account configured earlier.  

$ aws s3 --endpoint-url=http://s3-reg01.cloudiantme.local ls 

 

2.       Create a new bucket with object lock enabled using the S3 API command set. 

$ aws s3api create-bucket --bucket oblck01 --object-lock-enabled-for-
bucket 

--endpoint-url=http://s3-reg01.cloudiantme.local 
{ 

https://docs.aws.amazon.com/cli/latest/userguide/install-cliv2.html
https://docs.aws.amazon.com/cli/latest/userguide/cli-services-s3-apicommands.html
https://docs.aws.amazon.com/cli/latest/userguide/cli-services-s3-apicommands.html
https://docs.aws.amazon.com/cli/latest/userguide/cli-services-s3-apicommands.html
https://docs.aws.amazon.com/cli/latest/userguide/cli-services-s3-apicommands.html
https://docs.aws.amazon.com/cli/latest/userguide/cli-services-s3-apicommands.html
https://docs.aws.amazon.com/cli/latest/userguide/cli-services-s3-apicommands.html
https://docs.aws.amazon.com/cli/latest/reference/s3api/
https://docs.aws.amazon.com/cli/latest/reference/s3api/
http://s3-reg01.cloudiantme.local/
http://s3-reg01.cloudiantme.local/
http://s3-reg01.cloudiantme.local/
http://s3-reg01.cloudiantme.local/


 
   
                                                              
                                               

CLOUDIAN HYPERSTORE IMMUTABILITY DEPLOYMENT GUIDE FOR VEEAM 16 

 

"Location": "http://oblck01.s3-reg01.cloudiantme.local" 
} 

  

3.       Verify that Object Lock is enabled on the new bucket 

$ aws s3api get-object-lock-configuration --bucket oblck01 --
endpoint- url=http://s3-reg01.cloudiantme.local 
{ 

"ObjectLockConfiguratio
n": { 
"ObjectLockEnabled"
: "Enabled" 

} 
} 

 

You are now ready to configure Veeam to access the Object Lock Enabled bucket. 

  

http://oblck01.s3-reg01.cloudiantme.local/
http://oblck01.s3-reg01.cloudiantme.local/
http://s3-reg01.cloudiantme.local/
http://s3-reg01.cloudiantme.local/
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Configure Veeam For Hyperstore 
Now that Veeam is installed, there are several configuration steps to use HyperStore as an extent for a 
scale-out repository.  This section will summarize the procedure at a high level.  The details can be found 
at http://documentation.Veeam.com/Veeam/.  
 

 

Create Object Storage Repository 
Launch New Object Repository Wizard 

To launch the New Object Repository wizard, do either of the following: 
·    Open the Backup Infrastructure view, in the inventory pane select the Backup 
Repositories node and click Add Repository on the ribbon. In the Add Backup Repository dialog, 
select Object Storage > S3 Compatible. 
·    Open the Backup Infrastructure view, in the inventory pane right-click the Backup 
Repositories node and select Add Backup Repository. In the Add Backup Repository dialog, select 
Object Storage > S3 Compatible. 
 

 
 

Specify Object Storage Repository Name 

At this step of the wizard, do the following: 

·    In the Name field, specify a new name for the object storage repository. 
·    In the Description field, enter a description (optional). 
 

 

http://documentation.veeam.com/Veeam/
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Specify Object Storage Account 

At the Account step of the wizard, do the following: 

1.  In the Service point field, specify an endpoint address of your S3 Compatible object storage. 

 
 

2.  In the Region field, specify a region. 
3.  In the Credentials drop-down list, select user credentials to access your S3 Compatible 
object storage. If you already have a credentials record that was configured beforehand, select such a 
record in the drop-down list. Otherwise, click Add and provide your access and secret keys, as 
described in Adding S3-Compatible Access Key. You can also click Manage cloud accounts to 
manage existing credentials records. 
 

https://helpcenter.veeam.com/docs/vbo365/guide/s3cpm_access_key.html
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5.  

6.  
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Specify Object Storage Settings 

At the Bucket step of the wizard, do the following: 

1.  In the Bucket drop-down list, select a bucket. 

Make sure that the bucket you want to use to store your backup data was created in advance. 
2.  In the Folder field, select a cloud folder to which you want to map your object storage 
repository and which will be used to store data. For more information on how data is stored, see 
Understanding Object Storage Repository Structure. 
To select a folder, click Browse and either select an existing folder or create a new one by clicking 
New Folder. 
 

 
 

Finish Working with Wizard 

At the Summary step of the wizard, complete the procedure of object storage repository configuration: 

1.  Review details of the object storage repository. 
2.  Click Finish to exit the wizard. 

  

Create New Scale-Out Backup Repository 
To launch the New Scale-out Backup Repository wizard, do either of the following: 

• Open the Backup Infrastructure view, in the inventory pane select Scale-out Repositories and click 
Add Scale-out Repository on the ribbon. 

• Open the Backup Infrastructure view, in the inventory pane right-click Scale-out Repositories and 
select Add Scale-out Backup Repository. 

https://helpcenter.veeam.com/docs/backup/vsphere/object_storage_repository_structure.html?ver=100
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Specify Scale-Out Backup Repository Name 

At the Name step of the wizard, specify a name and description for the scale-out backup repository. 

1.  In the Name field, specify a name for the scale-out backup repository. 

2.  In the Description field, provide a description for future reference. The default 
description contains information about the user who added the backup repository, date 
and time when the backup repository was added. 
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Add Backup Repository Extents 

At the Performance Tier step of the wizard, specify which backup repositories you want to add as 
extents, and configure options for the scale-out backup repository. 

1.  On the right of the Extents list, click Add. 

2.  In the Extents window, select check boxes next to backup repositories that you 
want to add as extents. 

3.  Click OK. 

4.  At the lower right corner of the Extents list, click Advanced. 

5.  Specify advanced options for the scale-out backup repository: 

a.  Select the Use per-VM backup files check box if you want to create a separate 
backup chain for every VM in the job. With this option enabled, during one backup 
job session Veeam Backup & Replication will produce a number of backup files — 
one per every VM, and will write these files to the backup repository in multiple 
streams simultaneously. It is recommended that you enable this option to achieve 
better storage and compute resource utilization, especially if you use as a backup 
repository a deduplicating storage appliance that supports multiple write streams. 

b.  To preserve the consistency of backup chains on the scale-out backup 
repository, select the Perform full backup when required extent is offline check 
box. If an extent that contains previous restore points from the current backup 
chain gets offline, the backup chain will be broken. Veeam Backup & Replication 
will not be able to add a new incremental backup file. With this option enabled, 
Veeam Backup & Replication will create a full backup file instead of an 
incremental backup file. If you enable this option, you must make sure that you 
have enough free space on the scale-out backup repository to host a full backup 
file. 
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If a backup repository that you add as an extent is already used by jobs of supported type or there 
are backups pointing at the backup repository (for example, independent backups created with 
VeeamZIP), Veeam Backup & Replication will offer you to update a link to the backup repository in 
the job properties. Click Yes to update the link and target the jobs and backups at the scale-out 
backup repository. If you click No, you will not be able to pass to the next steps of the wizard. 
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Specify Backup Placement Policy 

At the Policy step of the wizard, specify how you want to store backup files on extents of the scale-
out backup repository. 

1.  Set the backup file placement policy for the scale-out backup repository: 

o   Select Data locality if you want to store backup files that belong to the same backup 
chain together. In this case, a full backup file and subsequent incremental backup files will 
be stored to the same extent of the scale-out backup repository. The new backup chain may 
be stored to the same extent or to another extent (unless you use a deduplicating storage 
appliance as an extent). 

o   Select Performance if you want to store full and incremental backup files to different 
extents of the scale-out backup repository. If you set the Performance policy, you must 
make sure that the network connection is fast and reliable so that Veeam Backup & 
Replication can access all backup files from the backup chain. 

For more information, see Backup File Placement. 

2.  If you select the Performance policy, you can restrict which types of backup files 
can be stored on a specific extent. For example, if you have added three extents to the 
scale-out backup repository, you may want to store full backup files on one extent and 
incremental backup files — on the other two extents. 

a.  Click Customize. 

b.  In the Backup Placement Settings window, select an extent and click Edit. 

c.  Select a check box next to the type of backup files that you want to store on the 
extent: Full backup files or Incremental backup files. By default, Veeam Backup & 
Replication can store both full and incremental backup files on the same extent. 

https://helpcenter.veeam.com/docs/backup/vsphere/backup_repository_sobr_placement.html?ver=100
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Add Capacity Tier 

1.  Select the Extend scale-out backup repository capacity with object storage check 
box. 

2.  Select an object storage repository to which you want to offload your data. 

Make sure that this storage has been added to your environment in advance. In case an 
object storage repository has not been configured, click Add and follow the associated 
steps of the wizard, as described in Adding Object Storage Repository. 

3.  Click Window and specify when it is allowed or prohibited to move or copy data to 
object storage. 

4.  Select the Copy backups to object storage as soon as they are created check box 
to copy new backups as soon as they are created, as described in Copying Backups to 
Object Storage.  

1) When selecting this option, you will be asked whether to copy all backup files that 
you might already have on any of the extents, or only those that have been created 
recently. If you select Latest, only backup files that belong to the last active backup 
chain will be copied from each of the extents.  

2) If you select All, Veeam Backup & Replication will copy all backup files that belong to 
all active backup chains located on any of the specified extents. 

5.  Select the Move backups to object storage as they age out of the operational 
restores window check box to move inactive backup chains to object storage, as 
described in Moving Inactive Backup Chains to Object Storage. 

https://helpcenter.veeam.com/docs/backup/vsphere/new_object_storage.html
https://helpcenter.veeam.com/docs/backup/vsphere/capacity_tier_copy.html
https://helpcenter.veeam.com/docs/backup/vsphere/capacity_tier_copy.html
https://helpcenter.veeam.com/docs/backup/vsphere/sobr_add_extents.html
https://helpcenter.veeam.com/docs/backup/vsphere/capacity_tier_move.html?ver=100
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1) In the Move backup files older than X days field, specify the operational restore 
window to define a period after which inactive backup chains on your extents would 
be considered outdated and, therefore, should be moved to object storage. 
Consider that "0" is an acceptable value, which you can specify to offload inactive 
backup chains on the same day they are created. 

2) To override behavior of moving old backups, click Override, select the Move oldest 
backup files sooner if scale-out backup repository is reaching capacity check 
box and define a threshold in percent to force data transfer if a scale-out backup 
repository has reached the specified threshold. 

6.  To offload data encrypted, select Encrypt data uploaded to object storage and 
provide a strong password. With this option selected, the entire collection of blocks 
along with the metadata will be encrypted while being offloaded. 

1) If you have not created the password beforehand, click Add or use the Manage 
passwords link to specify a new password. 

 
TIP: 
You can combine both the Copy backups to object storage as soon as they are created option and 
the Move backups to object storage as they age out of the operational restores window option, as 
described in Copying Backups to Object Storage. 
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Tuning Veeam 
The focus of this section will be on tuning HyperStore as an S3 object storage target within a scale-
out repository. Please see the appendices for how to do basic Veeam backup and archival 
procedures with a HyperStore bucket as an archive target.  It is important to verify that backup and 
offloading jobs to HyperStore from a scale-out repository are working first before taking the next 
steps.   

Testing Recommendations 
Once test archive operations to HyperStore from the are working, the environment typically needs to 
be changed to achieve the best performance. For general Veeam tuning recommendations, please 
see the Veeam Backup & Replication Best Practices guide at https://bp.veeam.expert/.  Following 
these guidelines are critical in achieving a robust, stable and high performing production 
environment.  

Before making any recommended changes, it is important to first do a performance baseline with an 
appropriately size test source dataset. This will allow for comparing results as the environment is 
tuned. Once tuned, it is highly recommended to do proof of concept (POC) testing.  The POC 
should include actual clients to verify expected results using a subset of the source data. Operations 
such as performing backups, archives and various types of restores to move data between the 
performance and capacity tiers configured in the scale-out repository should all be done to assess 
performance for various scenarios. These tests will prove out the environment, assist with 
troubleshooting before the entire environment goes online and check that RTO and RPO 
requirements are feasible.     

The examples in this section assume that the source data is from a VMware environment and is 
already protected in a local backup repository with HyperStore used as an archival target within a 
scale-out repository. Other data types, such as HyperV or unstructured data from a file server, may 
have their own unique requirements. Detailed instructions on specific tuning requirements for these 
types of data can be found in the online Veeam documentation set. 

Sizing Notes 
Sizing should be done prior to deploying Veeam and Hyperstore during the assessment and 
planning stages. Care must be taken that the overall infrastructure is sized to meet RTO and RPO 
objectives. To scale backup and recovery performance, organizations can leverage multiple Veeam 
proxy servers and have multiple backup repositories. These can be easily extended with scale-out 
repositories to a single HyperStore S3 archive pool with multiple S3 buckets. The HyperStore 
cluster easily scales in capacity and performance so it is possible to start small and scale-out as 
your business requires it.  More HyperStore systems in the cluster enable backups and archives to 
be done in parallel and the overall environment performance will improve along with the overall 
storage capacity. There is no Veeam licensing cost for additional proxy servers, so take advantage 
of that. One key aspect that is not discussed in this document are load balancers. These devices 
need to be incorporated into the overall solution to optimize the load on each individual node within 
a HyperStore system.  

General Tuning Recommendations 
The following are general recommendations for optimal performance of HyperStore used as an 
archive target in a scale-out repository.  These should be used as a starting point when deploying 
HyperStore as an capacity tier in Veeam.  

● Size the network appropriately and use load balancers on the front end of HyperStore. 
Expect multiple streams from the source backup archive.  

https://bp.veeam.expert/
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● Be sure to select S3 Compatible as the object storage type when configuring HyperStore 
for the best performance. 

● Use https as the protocol for the S3 endpoint with load balancers on the front end of 
HyperStore 

● A single folder in a bucket for the object storage repository is all that is required.   
● Multiple backup repositories used as the performance tier in a SOBR is supported.  One 

and only one object storage repository per SOBR is allowed. 
● Tune the performance of the Proxies for a 10Gbps, 25 Gbps or 40 Gbps ethernet 

environment. 
● Enable Veeam’s data deduplication features and ensure data deduplication (dedupe) is 

enabled on the client side. Chose Optimal in most cases for the best balance between 
resource utilization and capacity usage.  
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Tuning Cloudian HyperStore 
Plan and size Veeam Backup & Replication, the HyperStore storage system and load balancer 
environment prior to deployment.  HyperStore requires a minimum of 3 nodes, with 6 recommended 
for optimal capacity utilization and data durability configuration choices. 

 
Proxy Server Performance Tuning 
Tuning the proxy server is critical for optimal performance when moving data from a backup 
repository to an capacity tier.  By default, the Max concurrent tasks are 1.  To tune the backup 
infrastructure, we will be make changes to the default backup proxy. 

1. Under Backup Infrastructure pane, click on Backup Proxies. Right-click on the created 
proxy and select Properties to edit this proxy. 

2. On the Server screen, set the Max concurrent tasks to a minimum of 4.  

 
3. Click Finish to apply these changes.  

If the connectivity is through a high-speed network of about 10 Gigabits/sec or higher, follow these 
recommendations to get the maximum performance for the cloud-based backup and restore. 

Note: These settings consume large amounts of memory on the Proxy server. Therefore, we do not 
recommend these settings for low-speed networks. The Proxy server needs to be sized at Medium 
or larger. 
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Conclusion 
This guide detailed the key considerations for the deployment and performance tuning of Cloudian 
HyperStore when used as an S3 archive storage target within a Veeam Backup & Replication 
architecture as well as detailed deployment examples to validate the overall solution functionality.  

Note that Veeam and in particular, the scale-out repository performance improvement is very 
dependent on the overall environment and is sensitive to specific end-to-end changes. Further 
configuration modifications may be required that are outside the scope of this document. As 
discussed earlier, it is highly recommended to plan and execute a performance baseline with an 
appropriately size test source dataset before and after tuning in order to compare the results. For 
maximum benefits, tuning may require several iterations for best performance. Please consult with 
Veeam and/or Cloudian for further guidance and details.  
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