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INTRODUCTION 
This document provides guidance and best practices for deploying Cloudian HyperStore on 
VMware vSphere.  It is meant for technically-savvy solution architects, storage administrators 
system engineers and others responsible for designing, deploying and managing HyperStore in a 
virtualized environment. 
Cloudian HyperStore is a Software-Defined Storage (SDS) solution that delivers a scale-out on-
premise object storage platform that can scale to the Exabyte storage range within a single cluster 
comprising of 100s of nodes.  HyperStore provides access to storage services via the S3 Restful 
API and file services via SMB and NFS with the HyperFile NAS controller. 
Cloudian HyperStore is most suited for large capacity data storage requirements (500TB and 
above) but it is also capable of starting much smaller due to its flexible architecture. This provides 
many organizations the ability to evaluate object storage at a smaller scale and for specific 
workloads with a roadmap to expand these storage services out over time. 
For this reason, and in line with SDS design goals, Cloudian supports the deployment of 
HyperStore on a variety of platforms, including; physical, Virtual, hyper-converged, appliance and 
public cloud deployment (x86 architecture compatible), to provide organizations the freedom to 
choose hardware vendor/public cloud provider/virtualization platform that meets their business and 
technical needs. 
Cloudian HyperStore licensing starts at 10TB and can be increased on the fly by adding more 
hardware resources to the cluster and increasing license capability.  
When scaling to 100s of TB of storage, dedicated hardware makes the most sense from a 
capacity/performance cost efficiency perspective. At large scale, storage solutions are not best 
served by server virtualization or hyper-convergence, but sizing the solution to deliver the best cost 
per GB or MB/s. Adding additional virtualization or management layers does not deliver any real 
value at this scale as such the use of HyperStore on server virtualization is recommended only for 
smaller-scale deployments, with users considering a migration to dedicated physical platforms as 
storage demands increase. Migrating from virtual to physical is a simple management process that 
is managed by HyperStore and can be achieved with no downtime to storage service, but careful 
planning must be taken to ensure a smooth migration.   
So, Hyperstore’s highly scalable and resilient architecture does not significantly benefit from 
virtualization, but there are use cases where it does make sense; 

• Proof of Concept (POC) testing 
• Small scale implementation with a plan to migrate to physical as required 
• Test/Development Environments (Non-Production) 
• Remote/Branch Office deployments 
• Support for re-use of older storage array technology 

It is recommended that individual HyperStore VM nodes should not have capacity more than 30-
50TB as this is where physical deployments start to make sense from an economic point of view. 
This is not a hard-technical limitation, but rather guidance on when using virtualization is 
appropriate. Technically it is perfectly feasible to build a large HyperStore cluster running on ESX, 
but the hardware required to deliver services at scale would be better served deployed physically. 
To this end Cloudian only includes two specific VM hardware configurations, 
recommended and minimum, detailed further in this guide. 

VMware’s efficiency and optimizations do not significantly benefit production deployments of 
HyperStore.  As an overarching theme, this document will recommend disabling key VMware 
features designed to overcommit resources for efficiency purposes. 
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IMPORTANT NOTE: It is important to note that HyperStore may not perform as designed if this 
guide is not adhered to and therefore any other configurations cannot be supported by Cloudian. 

BEST PRACTICE KEY CONSIDERATIONS 
The overall theme is to have HyperStore virtual machines (VMs) equivalent in size, disk 
configuration, networking and have other VMware vSphere settings so that the HyperStore VMs 
mirror the physical HyperStore appliances. 

LIMIT VIRTUAL HYPERSTORE NODES TO ONE PER  
PHYSICAL VMWARE SERVER 
When deploying a virtualized HyperStore cluster, it is highly recommended to only install one 
HyperStore VM per ESXi host. This provides the best availability for virtual deployment.  HyperStore 
protects metadata and object data by distributing data across nodes using the data protection 
schemes specified in bucket storage policies. 
 
Figure 1 shows two options for the placement of HyperStore VMs (3 node HyperStore cluster using 
a data protection policy of RF=3) across a 3-node physical VMware vSphere cluster. 
 
Option 1 shows all three HyperStore VMs placed on the same physical server. HyperStore makes 
three copies of the object according to the storage policy of RF=3 and distributes the copies across 
each of the three HyperStore nodes. Each object will be written to the HyperStore node’s virtual disk 
store. The physical server is a single point of failure in this design if the server fails then all 
HyperStore nodes fail and data is unavailable and\or lost depending on the nature of the failure. 
 
Option 2 in Figure 1 shows each HyperStore VM assigned to independent physical servers in the 
vSphere cluster. In this case, if a server fails, then two HyperStore nodes remain and data is still 
accessible and protected. In fact, in this configuration, it’s possible to lose two physical servers and 
still have read access to data. 
 

 
 

Figure 1: Placement of VMs on physical servers with RF=3 
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Figure 2 shows a similar comparison but this time with the data object protected with an Erasure 
coded protection policy of 4+2, which is 4 data fragments and 2 parity fragments. HyperStore splits 
the object up into 6 fragments and distributes across the cluster ensuring that each fragment is 
written to 6 independent HyperStore nodes. 
 

 
 

Figure 2: Placement of VMs on physical servers with EC:4+2 (3 and 6 ESX servers) 
 
Option1 in figure 2 shows a 3-node physical vSphere cluster, with 2 HyperStore VMs placed on 
each physical server. EC:4+2 can tolerate losing two fragments before data is at risk (3 fragments 
lost, and data is unrecoverable). 5 out of 6 nodes must be available to complete a write with EC:4+2. 
In this case, losing a single physical server would cause the loss of two HyperStore nodes. Data 
can still be read, but new data cannot be written. One more VM or physical server failure and data 
will be lost. 
 
Option2 in figure 2 shows the best practice method for an EC:4+2 configuration where each 
fragment is written to an independent server.  As shown, only one HyperStore VM should be placed 
on each physical server. 
 
IMPORTANT NOTE: If multiple nodes reside on the same physical host, the risk of data loss is 
significantly increased. 

 

PROPER ALLOCATION OF PHYSICAL CPU AND MEMORY (RAM) 
For reliable performance and stability, it is critical to prevent contention for resources in a virtual 
deployment.  While it may be tempting to stretch resources for the sake of efficiency, HyperStore 
does not support dynamic resource configurations. Please refer to the VM sizing guidelines 
section for details. 
 
If CPU and RAM resources are not sufficiently allocated according to the system requirements, 
HyperStore may suffer performance and stability issues, potentially resulting in data loss. 
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UTILIZE INTERNAL STORAGE 
HyperStore is designed to utilize high-performance SSD storage for metadata, and direct-attached 
(i.e. internal), lower-cost nearline SAS storage for object data. In most virtual environments, storage 
is presented to hosts from a shared storage infrastructure. HyperStore can utilize external SAN 
storage, if it can be mounted on the HyperStore node as a block storage device, it can be used to 
store object data. 
 
The performance will be limited by the IO capability of your storage device choices. 
 
IMPORTANT NOTE: Cloudian HyperStore does not support MPIO or the installation of any 
software agents from storage vendors, this is valuable when using ESXi within a shared storage 
environment. We will discuss different approaches to storage infrastructure later in this document. 

 

DISABLE DATASTORE BACKUPS 
When using backup software for your ESXi datastores, the quiesce process that is used to generate 
data consistent snapshots of the virtual machines can cause an interruption of up to 30 seconds 
on the datastore. Ensure that any VMs running HyperStore have this capability disabled as it can 
cause the HyperStore services to potentially hang. 

 

COMPLY WITH RECOMMENDED DISK TO RESOURCES RATIO 
For physical appliance deployments, the best practice HyperStore node architecture is for each 
node in the cluster to have multiple disk devices presented with their own mount points. This 
allows HyperStore to provide failover between drives due to component failure and to provide 
more even distribution of data across all storage resources. Cloudian recommends recreating this 
approach for virtual HyperStore nodes, based on the architectures of HyperStore physical 
appliances. Refer to the System Requirements section below for details on hardware 
specifications. 

 
IMPORTANT NOTE: If the guidance in this document is not adhered to, performance and 
reliability may be impacted, and the system may not qualify for technical support. 
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SYSTEM REQUIREMENTS FOR VMWARE DEPLOYMENTS 
HARDWARE 
HyperStore Virtual Machine configurations tested are shown below. The mix of data disk drive 
capacities and the number of drives will vary depending on your requirements for storage capacity, 
but you should have a minimum of 4 data drive mount points. 
As a comparison, the specifications of Cloudian appliances are detailed here as an illustration for 
node hardware sizing. 
 

 HSA1500 
Appliance 

HSA4000 
Appliance 

Recommended 
VM Spec 

Minimum * 
VM Spec 

Component Description Qty Description Qty Description Qty Description Qty 

Processors Intel Xeon E5 
2620 v4 2 Intel Xeon 

E5 2620 v4 2 8 core CPU 2 8 core CPU 1 

RAM 128GB 1 256GB 
RAM 1 128GB 1 64GB 1 

SSD Metadata 
Tier 

SSD Storage 
960GB 2 

SSD 
Storage 
1920GB 

2 
SSD 
Storage 
960GB 

2 
SSD 
Storage 
480GB 

2 

HDD Capacity 
Tier 

7200RPM 
SAS HDD - Up 
to 14TB per 
disk 

12 

7200RPM 
SAS HDD - 
Up to 14TB 
per disk 

35 

7200RPM 
SAS HDD - 
Up to 14TB 
per disk 

4-12 

7200RPM 
SAS HDD - 
Up to 14TB 
per disk 

4 

Networking 10GbE 2 10GbE 2 10GbE 2 10GbE 2 

*Minimum for test\dev\POC lab environments and not recommended for running in production. 
Figure 3: Specifications for HyperStore installation 

 
Note: If you plan to use erasure coding for object data storage which requires a minimum of 6 
nodes, 2 CPUs per node is recommended. Also, be aware that the higher your erasure coding m 
value (such as with k+m = 9+3 or 8+4), the higher the need for metadata storage capacity. Consult 
with your Cloudian representative to ensure that you have adequate metadata storage capacity to 
support your desired m value. 
OPTIONAL HARDWARE COMPONENTS 
RAID Controller: VMware compatible RAID controllers are recommended and supported only when 
a battery or flash-backed cache is enabled. 

SOFTWARE 
• Virtual Machine OS 

o RedHat or CentOS 7.x 
• Cloudian HyperStore 

o The latest releases of version 7.1.x and later are recommended 
• VMware vSphere 

o The minimum ESXi Version is 5.5. Version 6.x is highly recommended.  The latest 
security and stability patches are also recommended. 
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VMWARE VSPHERE FEATURE COMPATIBILITY MATRIX 
 

Feature Description 
Status 

S=Supported 
U=Unsupported 

N=Not Tested 

VMware ESXi 
A virtualization layer runs on physical servers that abstracts 
processor, memory, storage, and resources into multiple 
virtual machines. 

S 

VMware vCenter  
Server 

The central point for configuring, provisioning, and managing 
virtualized IT environments. S 

VMware vSphere  
Client 

An interface that enables users to connect remotely 
to vCenter Server or ESXi from any Windows PC. S 

VMware vSphere  
Web Client 

A Web interface that enables users to connect remotely 
to vCenter Server S 

VMware vSphere  
SDKs 

A feature that provides standard interfaces for VMware and 
third-party solutions to access VMware vSphere.  N 

vSphere VMFS A high-performance cluster file system for ESXi virtual 
machines. S 

vSphere Virtual SMP Enables a single virtual machine to use multiple physical 
processors simultaneously. S 

vSphere vMotion Enables the migration of powered-on virtual machines from 
one physical server to another  U 

vSphere Storage  
vMotion 

Enables the migration of virtual machine files from one 
datastore to another without service interruption. S 

vSphere High  
Availability (HA) 

If a server fails, affected virtual machines are restarted on 
other available servers that have spare capacity. U 

vSphere DRS Allocates and balances computing capacity dynamically 
across collections of hardware resources.  U 

vSphere Storage DRS Allocates and balances storage capacity and I/O dynamically 
across collections of datastores.  U 

vSphere Fault Tolerance Provides continuous availability by protecting a virtual 
machine with a copy.  U 

vSphere Distributed  
Switch (VDS) A virtual switch that can span multiple ESXi hosts  N 

Host Profiles Simplifies host configuration management through user-
defined configuration policies.  N 

 
Figure 4: Supported VMware ESX features in conjunction with HyperStore. 
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VIRTUAL HARDWARE RESOURCE MANAGEMENT 
MEMORY MANAGEMENT 
HyperStore requires unconstrained access to memory for critical functions.  In the event of memory 
contention, the system may experience response and performance issues.  It is common for 
virtualized storage platforms to require memory reservations to prevent such issues. 
First, set the VM to the recommended memory allocation specified previously in this document for 
the virtual node model being configured. 
Next, memory must be reserved. The best way to accomplish this reservation is to utilize the 
“Reserve all guest memory (All locked) option.  If the host hardware has more memory than 
required, you may specify the memory reservation instead. 

 

Figure 5: Screenshot of RAM configuration with ESXi 

CPU MANAGEMENT 
It is important to allocate the appropriate number of virtual CPUs (vCPU) and Cores Per Socket per 
virtual HyperStore node.  These values should match the physical processor specifications in the 
System Requirements section. 

 
Figure 6: Screenshot of CPU configuration with ESXi 
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STORAGE MANAGEMENT 
In many traditional virtualized environments, ESXi storage is provisioned from an external shared 
storage solution such as a SAN or NAS. Since HyperStore is a data storage solution, the advanced 
features of an external storage array are not typically required (snapshots, replication, etc..). Using 
RAID protected storage array may also mean that you “double protect” your data which impacts 
your cost efficiency for the solution. 
Before discussing appropriate storage device deployment architectures, we need to consider how 
HyperStore stores data. 
HYPERSTORE DATA MANAGEMENT 
Due to the scale-out nature of the HyperStore platform, data is automatically distributed across as 
many cluster nodes as possible to provide data balancing, data protection and to maximize 
utilization (capacity and performance) of all the physical resources in the infrastructure. 
All storage systems require an internal database to determine where data will be stored and where 
it can be found on the physical storage media. As HyperStore is a distributed system, it uses 
Cassandra NoSQL database technology to determine where data is placed and located across 
potentially thousands of nodes and millions of disk drives in a single cluster. 
HyperStore creates a unique ID key for each data object stored. HyperStore uses tokens to help 
assign equal portions of data to each node (and disk) and evenly distribute data throughout the 
cluster. Moreover, the read and write requests to the cluster are also evenly distributed and load 
balancing is simplified. The unique object key uses consistent hashing to map to a token range 
(node\disk location in the cluster) for its designated assigned storage locations. This information is 
stored in the metadata for the object. Token assignments are random, so data is scattered right 
across the system by design, with rules applied according to data protection and DR policies. 
For example, an Erasure Code policy of 6+2 would mean a data object will be split into 8 fragments 
(containing data and parity information) so that a loss of 2 of these fragments can be tolerated to 
reconstruct the data object. These rules will enforce the system to write each of the 8 fragments to 
8 independent cluster nodes. This also applies to DR with the system aware of geographically 
distributed nodes and will create rules to ensure data is in multiple locations (or just one) depending 
on the applied storage policy. 
It is impossible to predict which nodes and disks will receive the data object, other than all fragments 
must exist on different nodes and disks, therefore, the key design considerations when building out 
the storage architecture are; 
1. A virtualized HyperStore node must not share any of its underlying active physical components 

with another HyperStore node 
2. Physical disk mapping to HyperStore is preferred but if using shared storage then ensure 

physical drives are not shared across HyperStore nodes. 
LOCAL STORAGE 
Local storage consists of internal hard disks located inside your ESXi host. It can also include 
external storage systems located outside and physically connected to the host directly, commonly 
via SAS. 
HyperStore is designed to directly utilize physical storage media rather than rely on hardware RAID, 
SAN, NAS, or other similar storage technologies.  When deploying a virtual HyperStore node, the 
best approach is to maintain a simple configuration where disk storage is presented to HyperStore 
as directly as possible. 
The recommended method of allocating storage to a virtual HyperStore node is to create a single 
VMFS datastore per internal physical disk.  This approach eliminates unnecessary complexity and 
allows HyperStore to manage disks directly within HyperStore with a logical mapping from virtual 
to physical devices. 
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Figure 7: Mapping the server’s internal physical drives using HBA (Not RAID) 

If standard Host Bus Adapters (HBAs) are being used, then configure the HBA so that the local 
drives can only be passed through directly.  Each drive then becomes a separate and distinct 
datastore presented as a disk device to HyperStore. 
If RAID controllers are used, then it is possible to use RAID protection on the drives at the hardware 
level. If this is an option, then certainly the SSD drives to be used for metadata storage should be 
configured with hardware RAID1. For the data drives, options including pass straight through as 
physical drives, configure each drive as an individual RAID0 LUNs or to configure all drives within 
a RAID group (any RAID is supported but this should be used to meet cost/performance/protection 
requirements. Diagram shows RAID5 or 6 as an example). If using RAID on the data drives then it 
is still recommended to present multiple LUNs from the RAID group to the virtual machine so that 
HyperStore can still offer the flexibility required to manage data. 
Figure 8 illustrates the extra layer of RAID virtualization within a local storage architecture. 
 

 
Figure 8: Mapping a server’s internal physical drives using RAID card. 

In summary, each virtual HyperStore node should have at least two SSDs for the HyperStore 
operating system, software, and metadata storage which should be mirrored protected by OS, 
unless a RAID-1 LUN is presented. A minimum of 4 high capacity drives is required to be 
provisioned for object store data.  Please refer to the System Requirements section for drive counts 
per virtual node type. 
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SHARED STORAGE 
Most VMware vSphere deployments utilize shared storage platforms to facilitate many of the value-
added features of server virtualization. If you are looking to run HyperStore on an existing ESXi 
platform and utilize the current infrastructure, then the storage configuration should follow as the 
diagram shows below. 
External storage arrays provide a range of data management and protection capabilities but 
HyperStore takes this to another level with data protection against node and site failures. Although 
not the most economically efficient approach to delivering an object storage solution, due to the 
issue of data protection “double counting”, it is understood that it is an appealing trait of Software-
Defined Storage solutions to reuse existing infrastructure. 
The same principles apply when using shared storage vs local storage. SSDs are preferred for 
metadata storage and multiple LUNs based on spinning drives RAID groups should be used for 
data. 
HyperStore is designed to work with multiple data drive mount points, so when configuring with a 
shared storage platform, even when disk drives are assigned to RAID/Parity groups, multiple LUNS 
of (minimum of 4 per node) equal sizes should be created from the RAID group and presented to 
the VM for HyperStore to format and control. 
Care needs to be taken when Assigning the virtual LUNs to the HyperStore nodes. Figure 9 shows 
the best practice for this architecture with figure 10 demonstrating how not to do it. 
A HyperStore node should be presented with multiple LUNs, a minimum of 4, figure 7 shows six 
data LUNs and one Meta Data LUN. This allows HyperStore to manage data across multiple mount 
points. In this example, we distribute 6 fragments of an EC4+2 protection policy across a six node 
HyperStore cluster. Each fragment is written to a different cluster node to meet the data distribution 
rules of the EC policy. Which disk in the node is used is unpredictable. 

 
Figure 9: Using block SAN array to provide storage to HyperStore – 

 All LUNs from a RAID group assigned to one node 
A RAID group failure would only impact a single node in the HyperStore cluster. As the HyperStore 
cluster is protected by EC:4+2, data can still be written and read from the cluster even if a node or 
RAID group fails. Configuring the RAID groups and LUN assignment this way ensures that none of 
the cluster nodes are sharing any physical disk resource. LUNs from a RAID group of physical 
devices should be presented to only one node – dedicate the RAID group to that node. 
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Figure 10 shows how a RAID group could become a single point of failure within the architecture 

 
Figure 10: Using block SAN array to provide storage to HyperStore –  

LUNs from multiple RAID groups assigned to multiple nodes. 
In this case, a RAID group failure would impact every node as LUNs from the same RAID group 
have been presented to each HyperStore cluster node. As data writes to disks are unpredictable it 
could be the case that each EC fragment has been written to the LUNs all pointing to the same 
RAID group. The RAID group failure would take out six disks, one on each node. There is a 
possibility that more than 2 fragments are residing on the same physical drives. 
A NOTE ON PERFORMANCE PLANNING 
The performance of the HyperStore system will be greatly influenced by your choice of disk 
subsystem architecture and configuration. As HyperStore is a scale-out storage architecture, 
adding more nodes to the HyperStore cluster will provide greater capacity and performance as 
workloads are distributed across all cluster nodes. HyperStore is optimized for large data objects 
and therefore data IO throughput bandwidth (measured in MB/s) rather than low latency, small 
object high transactional workloads (IOPs) that most shared storage arrays are designed for. One 
inherent bottleneck in a traditional scale-up storage array architecture is that of throughput 
bandwidth through the array controllers. If high bandwidth performance is required, then 
consideration should be given to the bandwidth utilization of the external array and what limitations 
you need to design to. A large HyperStore cluster can easily overwhelm the bandwidth capabilities 
of multiple external storage arrays. 
The effective throughput for the disk RAID group should also be considered when creating multiple 
LUNs to assign to HyperStore. The maximum bandwidth throughput for that node will be limited by 
the performance of the RAID group disks assigned to the node. The more disks, RAID groups, 
storage controllers used on the back end of HyperStore will deliver greater performance.   
HyperStore uses SSDs for the storage of the metadata distributed database and amongst other 
things acts as a lookup table to find where data objects are located within the HyperStore system. 
The object metadata IO pattern is that of small block transactions (IOPs intensive) which is much 
better suited to SSD rather than spinning drive technologies. It is technically possible to configure 
spinning drives as MetaData storage, but this really depends on your workload performance 
requirements. For example, spinning drives for functional testing or a POC may be fine. Every IO 
request sent to HyperStore will either read or write data to the MetaData database and therefore 
slow response from this process will impact data IO performance. Caution should be taken when 
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using other technology than SSD for MetaData storage and Cloudian support will certainly 
recommend this as a first step when troubleshooting any issues.  
DISK PROVISIONING 
Thick provisioned, eagerly zeroed is recommended. 
VMFS VERSION 
For full compatibility with ESXi 5.x and later, VMFS 5 or later is recommended.  If using vSphere 
6.x, it is highly recommended to use VMFS 6 
WRITE-BACK CACHE 
Local storage performance may be improved with write-back cache but is only supported when a 
battery or flash-backed cache is enabled. 
Please also note that when using a battery for the cache we can use the no-barrier mount option 
for increased performance.    
RAW DEVICE MAPPING (RDM) 
Raw Device Mapping (RDM) is not recommended.  The benefits of RDM do not apply to HyperStore.  
Disk size limitations of previous VMware versions have been addressed and according to VMware, 
there is a minimal performance difference between VMFS and RDM. 
In addition, local storage, as required by HyperStore, does not support RDM. 

 
VMWARE CONFIGURATION SETTING RECOMMENDATIONS 
STORAGE 

Internal storage should be configured as follows: 

1) Create a single datastore per physical disk utilizing all disk capacity 
2) Utilize VMFS 5 or later 
3) Create a directory on each datastore with a logical naming convention such as “nodename-

disktype#” (e.g. “hyperstore1-ssd1”, or “hyperstore1-hdd1”) to contain the VMDK. 
4) Create the VMDK in the applicable VM configuration.  Specify the options below: 

a. New Hard Disk: Use maximum available space in the datastore 
b. Location: Specify the location of the datastore as configured above 
c. Disk Provisioning: Select Thick provisioned, eagerly zeroed 
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Figure 11: Screenshot of storage configuration with ESXi 

 
SSD STORAGE CONFIGURATION 
HyperStore utilizes a RAID 1 configuration for 2 SSDs containing OS, HyperStore, and metadata 
storage.   
There are 3 options for achieving this configuration: 
1) Hardware RAID 1 configuration: If the physical server has a VMware compatible RAID controller 

with either battery or flash backed cache, you may choose to create a RAID 1 from two physical 
SSDs and present this storage to VMware.  From there, a VMFS datastore will be configured 
on the RAID 1 and HyperStore will be installed on this volume 

2) Software RAID 1 configuration: Two individual SSDs may be configured with a VMFS datastore 
per disk, and a software RAID 1 can be configured during the installation of HyperStore. 

3) Disk array RAID – storage presented from an external disk array will have devices configured 
in RAID groups at the Array level. 

NETWORKING 
In general, no VMware-specific networking configuration is required for HyperStore. 
The system may be configured for access from multiple VLANs if desired for traffic isolation and 
security.  If this is desired, additional virtual NICs may be configured to separate traffic between S3 
interfaces and management interfaces such as the Cloudian Management Console (CMC).  Refer 
to the HyperStore installation guide for details on networking configuration.  VMKernel NICs may 
also be configured for VMware cluster traffic if using an advanced VMware license feature set. 
VIRTUAL SWITCHES 
Configuration of a standard vSwitch with default settings is acceptable 
PHYSICAL NICS 
Redundant 10GbE NICs are recommended for best performance and high availability.  Refer to the 
VMware hardware compatibility matrix for compatible NICs. 
NIC TEAMING 
NIC Teaming, as shown below, is recommended for high availability 
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Figure 12: Screenshot of network switch configuration with ESXi 

 
SYSTEM 
TIME AND NTP CONFIGURATION 
It is mandatory to configure NTP for HyperStore hosts, but do not configure the HyperStore VMs at 
the ESX level to synchronize time with the host.  HyperStore VMs should have NTP configured at 
the OS level to synchronize directly with NTP servers. 
Recommended NTP Settings 
1. In VM properties make sure NOT to sync with virtual host 
2. In VM OS make sure the HWCLOCK is not syncing with the system time.  
So do not have this setting: SYNC_HWCLOCK=yes in /etc/sysconfig/ntp 
3. Do not use slew mode or ntpd -x, Cloudian ISO does not do this. 
4. Use 4 NTP sources or use 1, using 2 is the worst you can do as the ntpd daemon will not be 

able to tell which time server is best and as a result, it might get out of sync with the other nodes 
that picked the other server. 

5. Make sure to use "tinker panic 0” in the ntp.conf (should be in the ntpd.conf of 7.0.1.1) This will 
allow making the ntpd daemon to have a large time leap instead of slow steps. 
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Figure 13: Screenshot of time (NTP) configuration with ESXi 

Note: Please see more info here: https://www.redhat.com/en/blog/avoiding-clock-drift-vms 
 

VMOTION & STORAGE VMOTION 
The "Feature Compatibility Matrix” shows vMotion is not supported and storage vMotion is. 
vMotion can be disruptive and cause a temporary kernel freeze depending on the current VM load.  
As some of us know by painful experience, Storage vMotion can be more disruptive than standard 
vMotion because of the huge impact on active I/O. 
Both vMotion and Storage vMotion are essential tools in maintaining a large virtual environment and 
are supported when manually launched via a Migration… operation from within the vSphere client.   
DRS and Storage DRS are the automated and triggered versions of vMotion and are 
UNSUPPORTED due to the risk of causing major issues. 

 
SYSTEM ADMINISTRATION CONSIDERATIONS 
CPU UTILIZATION MONITORING 
HyperStore may not release vCPUs when idle, so vSphere may report high CPU warning because 
it sees 100% usage. You can ignore or clear the vSphere alarm for CPU usage. 

HA SETTINGS 
In a VMware clustered environment, all HA settings should be disabled except for Host failure.  The 
Failure response may be set to Restart. 

https://share.polymail.io/v1/z/b/NWFhZmYwMzFkNGM0/m4R3bCPaOMvhrhBKjNM6wVz80dQXcoEBwFhY5kQuh3Mh3ORekHl_z3SRclqPZwiC4EWLAox0eIJhrBqbLkWBAW8MYb5E0JKEBNBHBl-8bJ-4tDuiRdJP_QcG2BsfcQ-IfToI-8L33vyIK2DR-_cDYm3OU6WXf5LRlQEdgDwUIAZgFBxpxl7nZ4ld91NFEsMaInxkVnsZXrRtZ40KQ-0FkMhJ0iRQXaSF
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VMWARE-SPECIFIC HYPERSTORE SOFTWARE CONFIGURATION 
Process Monitoring and Management: For easier monitoring and load balancing, use one JVM 
process per virtual machine. 

UTILIZING THE LATENCY SENSITIVITY SETTING TO IMPROVE PERFORMANCE 
New in vSphere 5.5 is a VM option called Latency Sensitivity, which defaults to Normal. Setting this 
to High can yield significantly lower latencies because of the following mechanisms that take effect 
in ESXi: 

• Exclusive access to physical resources, including pCPUs dedicated to vCPUs with no 
contending threads for executing on these pCPUs. 

• Full memory reservation eliminates ballooning or hypervisor swapping leading to a more 
predictable performance with no latency overheads due to such mechanisms. 

• Halting in the VM Monitor when the vCPU is idle, leading to faster vCPU wake-up from a halt, 
and bypassing the VMkernel scheduler for yielding the pCPU. 

• Disabling interrupt coalescing and LRO automatically for VMXNET 3 virtual NICs. 
• Optimized interrupt delivery path for VM DirectPath I/O and SR-IOV passthrough devices, using 

heuristics to derive hints from the guest OS about the optimal placement of physical interrupt 
vectors on physical CPUs. 

To learn more about this topic, please refer to the technical whitepaper: 
http://www.vmware.com/files/pdf/techpaper/latency-sensitive-perf-vsphere55.pdf 
To adjust the Latency Sensitivity setting of a VM: 

• Find the virtual machine in the vSphere Web Client inventory. 
• To find a virtual machine, select a data center, folder, cluster, resource pool, or host. 
• Click the Related Objects tab and click Virtual Machines. 
• Right-click the virtual machine and click Edit Settings. 
• Click VM Options and click Advanced. 
• Select the desired setting from the Latency Sensitivity drop-down menu. 
• Click OK. 

Please note: If Latency Sensitivity is set to High, the VM will not start unless a memory reservation 
value is configured as advised earlier in this document. 

 
  

http://www.vmware.com/files/pdf/techpaper/latency-sensitive-perf-vsphere55.pdf
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EXPANSION CONSIDERATIONS 
This section explains the token allocation scheme and other architecture considerations to take into 
account when expanding the number of disks and/or nodes within an existing HyperStore cluster.   

CAPACITY EXPANSION BEST PRACTICES 
Each new node added to an existing cluster should have the same size and number of disks which 
are of the same size as the existing Hyperstore nodes.  The following paragraphs explain why.  
Note that Cloudian does not support adding more disks to an existing HyperStore node due to 
the Cassandra token allocation scheme that is used to distribute and protect data across all nodes 
in a cluster. Once a node is assigned a range of tokens this cannot be modified unless the node is 
removed from the cluster (data evacuated to other nodes) and then re-inserted as a fresh new node 
(with extra HW resources added). Token allocation is not dynamic. It is fixed for the life of the node. 
The number of tokens a node is assigned is based upon the number and size of disks installed in 
the node at creation time. The larger the number of drives and available capacity, the larger the 
number of tokens assigned. When a cluster contains different node capacity sizes, different nodes 
will have different numbers of tokens, with the larger cluster nodes with a greater number of tokens 
more likely to receive data than the smaller nodes with fewer tokens. 
Adding more storage to a node means that proportionally there is more storage assigned than the 
number of tokens allocated.  

CONCLUSION 
This technical document covered guidelines and best practices when deploying HyperStore in a 
VMware virtual environment.  To summarize, most of the guidelines focus on deploying a virtual 
HyperStore node as close as possible to the Cloudian physical HyperStore appliance.  Following 
the guidelines, do’s and don’ts and other best practices in this guide will ensure a properly sized, 
stable and functional HyperStore cluster for use in VMware vSphere.   
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